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ABSTRACT

Engineers predicting the behaviour of a physical system can now proceed in three ways: by 
deriving a model from first principles, by learning one from data, or by combining the two in a 
hybrid that embeds physical knowledge within a learned model. In practice, the selection among 
these approaches is often governed by disciplinary convention or by the availability of software 
rather  than by the characteristics  of  the problem at  hand.  This  paper  develops a  framework 
intended  to  make  that  selection  a  reasoned  one.  Drawing  on  recent  literature  in  scientific 
machine  learning,  physics-informed  neural  networks,  uncertainty  quantification  and  model 
validation, and on reviews of hybrid modelling across structural, fluid, thermal, process, energy 
and materials engineering, it argues that the available approaches differ along three dimensions 
that bear directly on engineering practice: the quantity of data each requires, the reliability of its 
predictions  beyond  the  conditions  represented  in  that  data,  and  the  degree  to  which  its 
predictions can be explained and justified. The appropriate choice is shown to depend on three 
properties of the application: how well the governing physics is understood, how much and what 
kind of data is available, and how costly a prediction error would be under extrapolation. The 
paper gives particular attention to validation, which cannot take the same form for a mechanistic 
model as for a learned one, and to engineering practice under data scarcity, a condition common 
across  much  of  Africa,  where  it  argues  that  physical  knowledge  constitutes  the  principal 
safeguard against models that appear accurate but are not.
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surrogate models; data scarcity; engineering design; model validation; uncertainty quantification
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Physics-Informed and Data-Driven 
Modelling in Engineering: A Theoretical 

Framework for Choosing Between 
Mechanistic, Machine-Learning and Hybrid 

Approaches Under Data Scarcity

1. INTRODUCTION

Engineering  practice  has  long  depended  on 
predictive models. The structural engineer predicts 
deflection from beam theory, the process engineer 
sizes a reactor from kinetic and transport equations, 
and  the  power  engineer  forecasts  demand  from 
historical load. For most of the discipline's history 
these  models  were  mechanistic,  derived  from 
conservation  laws  and  constitutive  relations  and 
calibrated against a limited number of experiments. 
Over  the  past  decade,  machine  learning  has 
introduced a second approach: rather than deriving a 
model, the engineer trains one, allowing a flexible 
function  approximator  to  learn  the  relationship 
between inputs and outputs directly from data. More 
recently,  a  third  approach has  developed between 
the  two,  in  which  physical  knowledge,  governing 
equations,  constraints,  symmetries,  or  mechanistic 
sub-models, is embedded within a learned model so 
that theory and data constrain one another (Meng et 
al., 2025; Toscano et al., 2025).

These  approaches  are  now  represented  across 
almost  every  branch  of  engineering.  The  review 
literature  documents  physics-informed  and  hybrid 
methods in fluid mechanics (Sharma et al.,  2023), 
structural  integrity  (Zhu  et  al.,  2023),  bridges 
(Mammeri  et  al.,  2025),  civil,  transportation  and 
pavement  engineering  (Daneshvar  et  al.,  2026), 
manufacturing and design (Kasilingam et al., 2024; 
Pan  et  al.,  2025),  pharmaceutical  process 
engineering (Gaddem et al., 2024), energy systems 
(Lin et al., 2025), heat transfer (Nazemzadeh et al., 
2026),  water and wastewater systems (Di Bella et 
al.,  2026),  condition  monitoring  (Wu  &  Kundu, 
2026)  and  subsurface  engineering  (Sinha  & 
Dindoruk,  2025).  This  literature  is  extensive  and 
expanding rapidly, but it is organised predominantly 
by method or  by application.  It  records  what  has 
been attempted; it offers little guidance on how an 
engineer  should  choose  among  the  available 
approaches for a given problem.

The present paper addresses that choice. Its central 
question is which type of model an engineer should 
adopt  for  a  particular  problem,  given the  state  of 
physical  knowledge,  the  data  available,  and  the 
consequences  of  prediction  error.  The  question  is 

relevant in all engineering contexts, but it acquires 
particular importance where data are scarce, since 
scarcity  undermines  the  central  advantage  of 
machine learning while leaving intact the principal 
limitation  of  mechanistic  modelling,  namely  the 
effort  required  to  derive  and  calibrate  it.  A 
substantial  proportion  of  engineering  practice  in 
Africa  operates  under  precisely  these  conditions: 
sensor  networks  are  sparse,  test  facilities  are 
limited, and historical records are often incomplete 
or  held  in  forms  that  cannot  readily  be  used  for 
modelling.  In  such  settings,  an  inappropriate 
modelling choice does more than waste resources; it 
can generate unwarranted confidence in predictions 
that fail when they are most needed.

The  paper  is  theoretical  rather  than  empirical.  It 
does not report new experiments or benchmarks, but 
synthesises  recent  reviews  and  methodological 
studies into a framework for model selection. The 
argument  proceeds  from a  characterisation  of  the 
three  modelling  traditions  and  the  hybrid  space 
between  them,  through  the  properties  that 
distinguish  them  and  the  problem  features  that 
should determine their use, to the distinct validation 
requirements  of  each  and,  finally,  to  the 
implications  for  engineering  practice  under  data 
scarcity,  where  the  framework  has  its  greatest 
practical significance.

2. LITERATURE REVIEW

2.1 The Three Modelling Traditions and the 
Hybrid Space Between Them

The  mechanistic  tradition  constructs  models  from 
first  principles.  Conservation of  mass,  momentum 
and  energy,  combined  with  constitutive  relations 
describing  the  behaviour  of  particular  materials, 
yields  systems  of  differential  equations  that  are 
solved  analytically  or  numerically.  The  principal 
strength  of  such  models  is  that  they  encode 
understanding:  they  generalise  across  conditions 
because they represent the mechanisms responsible 
for a system's behaviour, they can be interrogated 
when a prediction is unexpected, and they can be 
applied  to  designs  that  have  not  previously  been 
built. Their limitations are equally well established. 
Derivation  requires  expertise;  certain  phenomena, 
including  turbulence,  fatigue  crack  initiation, 
degradation  chemistry  and  the  behaviour  of 
infrastructure  under  human  use,  resist  complete 
mechanistic  description;  high-fidelity  numerical 
solution can be computationally costly;  and every 
such  model  contains  parameters  that  must  be 
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calibrated  and  simplifying  assumptions  whose 
consequences  are  not  always  known  (Lin  et  al., 
2025).

The data-driven tradition proceeds in the opposite 
manner.  A  flexible  model,  a  neural  network,  a 
gradient-boosted ensemble or a Gaussian process, is 
trained  to  reproduce  observed  input–output 
relationships without any requirement that it reflect 
the  mechanisms producing  them.  Its  advantage  is 
the  capacity  to  capture  complex relationships that 
resist  derivation,  at  low  computational  cost  once 
training is complete. Its weaknesses correspond to 
the  strengths  of  the  mechanistic  approach:  it 
generally requires large quantities of representative 
data,  it  has no inherent reason to respect physical 
laws, it is difficult to interpret, and its predictions 
are unreliable outside the conditions represented in 
its training data (Pan et al., 2025; Zhu et al., 2023).

Between these two traditions lies a range of hybrid 
approaches, and it is important not to treat hybrid 
modelling  as  a  single  method.  In  their  review of 
condition  monitoring,  Wu  and  Kundu  (2026) 
distinguish families that generalise well beyond that 
field.  Physical  knowledge  may  guide  a  learned 
model externally, by shaping its inputs, features or 
outputs,  for  example,  through  features  engineered 
from  mechanistic  understanding.  It  may  be 
incorporated  into  the  training  objective,  as  in  the 
physics-informed  neural  network,  which  penalises 
violations  of  the  governing  equations  alongside 
mismatch with data (Farea et al., 2024; Luo et al., 
2025). It may be built into the model architecture, 
so  that  no  configuration  of  the  parameters  can 
violate  a  specified  constraint.  A  further 
arrangement,  common  in  process  engineering, 
couples a mechanistic model with a data-driven one 
in  series  or  parallel,  the  learned  component 
correcting  the  errors  of  the  mechanistic  model  or 
supplying  sub-models  that  it  cannot  provide 
(Gaddem et al., 2024; Kasilingam et al., 2024). The 
position  a  model  occupies  within  this  space 
determines  its  data  requirement,  its  extrapolation 
behaviour  and its  interpretability,  which is  why a 
framework for model selection must treat the hybrid 
region as a set of distinct options rather than as a 
single intermediate alternative.

3. CONCEPTUAL FRAMEWORK

3.1 Properties That Distinguish Engineering 
Models

Three properties separate these approaches in ways 
that  bear  on  engineering  decisions:  the  data  each 

requires,  the  reliability  of  its  predictions  under 
extrapolation, and its interpretability. Although the 
three  are  related,  it  is  useful  to  consider  them in 
turn.

The first concerns the quantity and kind of data a 
model  requires  to  achieve  useful  accuracy.  A 
mechanistic  model  draws  on  data  principally  for 
calibration and validation, and the quantity required 
scales  with  the  number  of  uncertain  parameters 
rather than with the complexity of the phenomenon. 
A data-driven model  must  learn  the  entire  input–
output relationship, so its data requirement increases 
with  the  complexity  of  that  relationship  and  the 
dimension  of  the  input  space.  The  difficulty  of 
small-data  problems  has  become  a  significant 
concern  in  materials  science,  where  the  remedies 
proposed,  database  construction,  high-throughput 
computation, active learning and transfer learning, 
are  directed  either  at  increasing  the  effective 
quantity  of  data  or  at  reducing  a  model's 
dependence  on  it  (Xu  et  al.,  2023).  Hybrid 
approaches  address  the  same  difficulty  from  a 
different direction, supplying through physics what 
would otherwise have to be learned. Reduction of 
the data requirement is among the most frequently 
cited  motivations  for  physics-informed  machine 
learning (Meng et al., 2025), and reviews in water-
system  modelling  report  substantial  reductions  in 
the data needed relative to standard neural networks 
(Di Bella et al., 2026).

The second property concerns a model's behaviour 
when  required  to  predict  outside  the  conditions 
represented in its calibration or training data. This is 
frequently  the  property  on  which  engineering 
consequences turn, since engineers routinely design 
for  conditions  that  have  not  been  observed, 
including  novel  geometries,  extreme  loads,  rare 
events  and  future  climates.  Mechanistic  models 
extrapolate  as  far  as  their  governing  equations 
remain valid, which is often well beyond the range 
of  available  data,  though  not  indefinitely.  Data-
driven models generally extrapolate poorly, because 
nothing  in  their  structure  constrains  predictions 
outside  the  training  domain  (Zhu  et  al.,  2023). 
Hybrid models occupy an intermediate position, and 
the extent of their advantage depends on how much 
of  the  system's  behaviour  the  embedded  physics 
actually governs (Nazemzadeh et al., 2026; Zhu et 
al., 2023). An important qualification arises here. Li 
et al. (2025) demonstrate, in materials science, that 
many  evaluations  presented  as  out-of-distribution 
tests  in  fact  assess  interpolation,  because  the  test 
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data lie within regions of the representation space 
already covered by the training data; on tasks that 
require  genuine  extrapolation,  performance 
degrades, and increasing the quantity of data or the 
size  of  the  model  yields  limited  or  even  adverse 
effects.  The  implication  for  engineering  is  that  a 
model's demonstrated performance on held-out data 
provides little assurance about its behaviour under 
conditions  that  differ  in  kind  from  those  it  has 
encountered.

The third property is interpretability, the degree to 
which  a  model's  predictions  can  be  explained  in 
terms  that  engineers,  regulators  and  clients  can 
evaluate  against  established  knowledge. 
Mechanistic  models  are  interpretable  by 
construction,  since  each  term  corresponds  to  a 
physical process and an unexpected prediction can 
be  traced  to  its  source.  Data-driven  models  are 
typically opaque, and post hoc explanation methods 
provide  only  partial  insight.  Hybrid  models  again 
occupy  an  intermediate  position,  their  physical 
components  being  interpretable  and  their  learned 
components not (Pan et al., 2025). In engineering, 
interpretability  is  significant  not  only  for 
understanding but for accountability: designs must 
be justified to those who review them, and failures 
must  be  investigated.  A  model  whose  predictions 
cannot  be  explained  is  difficult  to  certify  and 
difficult to learn from when it fails.

3.2 Matching the Model to the Problem

Because  the  three  properties  favour  different 
approaches,  no  single  method  is  preferable  in 
general; the appropriate choice depends on where a 
problem stands with respect to three features. The 
first  is  the  security  of  physical  knowledge.  This 
ranges from systems governed by well-established 
equations  with  known  or  measurable  parameters, 
such as elastic structural response, laminar flow and 
conduction heat transfer, where mechanistic models 
are  strong  and  learned  models  add  little  beyond 
computational  speed,  to  systems whose  behaviour 
emerges from processes that are poorly understood 
or too complex to model directly, such as material 
degradation in aggressive environments, multiphase 
flow  in  heterogeneous  porous  media,  and  the 
behaviour of infrastructure under human use, where 
mechanistic modelling is unavailable and learning is 
the  only  option.  Between  these  extremes  lies  the 
larger  class  of  systems  in  which  the  dominant 
physics is understood but particular components, a 
closure relation, a friction law, a degradation rate, 
are not. It is in this intermediate region that hybrid 

approaches are most valuable, employing the known 
physics where it applies and learning the remainder 
(Gaddem et al., 2024; Kasilingam et al., 2024).

The second feature is the quantity and character of 
the available data. Quantity is relevant, but so are 
coverage,  whether the data span the conditions of 
interest, quality, and type, that is, whether the data 
comprise dense measurements of internal states or 
sparse observations of outputs. Data-driven methods 
are  strongest  where  data  are  abundant  and 
representative  of  the  conditions  of  interest,  and 
weakest where data are sparse, noisy or confined to 
a narrow operating range. Hybrid approaches are of 
particular  value  where  data  are  sparse  but  the 
physics is partly known, since physical constraints 
can regularise a learning problem that the data alone 
cannot resolve (Meng et al., 2025; Xu et al., 2023).

The third feature  is  the cost  of  a  prediction error 
under  extrapolation.  Where  an  occasional  large 
error can be detected and corrected, or has limited 
consequences,  as  in  short-term  operational 
forecasting  or  the  preliminary  screening  of 
candidate  designs,  computational  speed  and  low 
data  requirements  may  reasonably  dominate  the 
choice.  Where  an  extrapolation  failure  can  cause 
loss of life, as in the design of a bridge for untested 
loads,  the  assessment  of  structural  integrity  in 
safety-critical  components,  or  the  evaluation  of  a 
dam under a flood exceeding the historical record, 
extrapolation behaviour and interpretability become 
decisive,  and  the  case  for  incorporating  physical 
structure is correspondingly strong.

Considered  together,  these  three  features  locate  a 
problem  within  a  space  of  choices.  A  problem 
characterised  by  well-understood  physics,  sparse 
data  and  a  high  cost  of  failure  indicates  a 
mechanistic model, possibly supported by a learned 
surrogate  for  computational  speed  whose 
predictions  are  checked  against  the  mechanistic 
model. A problem with poorly understood physics, 
abundant  representative  data  and  a  low  cost  of 
failure indicates a data-driven approach. A problem 
with  partly  understood physics,  sparse  data  and a 
high cost of failure, a combination that describes a 
considerable  share  of  practical  engineering 
problems,  indicates  a  hybrid  approach,  with  the 
physical component selected to govern behaviour in 
the  regions  where  extrapolation  is  required.  The 
purpose of locating a problem in this way is not to 
prescribe a single answer but to make the reasons 
for a choice explicit and to identify choices made by 
convention that the problem does not support.
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3.3 Validation Cannot Be Uniform Across 
Approaches

A  model's  credibility  rests  on  validation,  the 
demonstration  that  it  represents  reality  adequately 
for its intended use. The validation requirements of 
the  three  traditions  differ  systematically,  and  this 
distinction  has  not  been  fully  absorbed  into 
machine-learning practice.

Mechanistic  models  are  validated  against 
experiments chosen to test their assumptions across 
the intended range of use. Because their structure is 
fixed  by  physics,  a  model  that  agrees  with 
appropriately  selected experiments  can be trusted, 
within  limits,  at  conditions  between  and  beyond 
them.  Data-driven  models  cannot  be  validated  in 
this  manner.  Their  agreement  with  held-out  data 
demonstrates only that they interpolate well within 
the training distribution, and the finding that many 
apparent  out-of-distribution  tests  in  fact  assess 
interpolation (Li et al., 2025) illustrates how readily 
standard validation can overstate a learned model's 
reliability. A data-driven model intended to inform 
an  engineering  decision  therefore  requires 
validation designed to probe the conditions of actual 
use,  including  tests  constructed  specifically  to 
assess extrapolation.

Hybrid  models  present  an  additional  difficulty. 
Physics-informed  neural  networks  are  known  to 
exhibit  characteristic  failure  modes:  the  training 
objective, which balances physical residuals against 
mismatch  with  data,  can  produce  loss  landscapes 
that are difficult to optimise; high-order differential 
operators  can  corrupt  the  gradients;  and  the 
weighting between objectives is difficult to tune in 
the absence of validation data or prior knowledge of 
the  solution  (Basir,  2023).  Remedies  have  been 
proposed (Farhani  et  al.,  2025),  and the  range of 
architectures  and  training  strategies  continues  to 
expand  (Toscano  et  al.,  2025).  The  existence  of 
these  failure  modes  nevertheless  carries  an 
important caution: the incorporation of physics into 
a  training  objective  does  not  guarantee  that  the 
trained model respects it, and whether it does must 
be verified rather than assumed.

For  these  reasons,  uncertainty  quantification  is 
central  to  validation  across  all  three  approaches 
rather  than  an  optional  refinement.  Machine-
learning  methods  for  uncertainty  quantification  in 
engineering  systems  are  now  well  developed, 
covering  forward  and  inverse  analysis,  reliability 
assessment  and  resilience  (Shi  et  al.,  2025),  with 
dedicated tools for uncertainty in neural differential 

equations and operators (Zou et al., 2024). A model 
used for an engineering decision should report not 
only  a  prediction  but  a  defensible  estimate  of  its 
uncertainty, and that estimate should increase as the 
model  is  required  to  predict  in  regions  poorly 
covered by its data. A model that expresses uniform 
confidence across  all  conditions  of  use  should be 
regarded with corresponding caution.

3.4 Principal Propositions of the Framework

The  framework  may  be  summarised  in  a  set  of 
propositions that are open to empirical examination 
and  that  serve  as  principles  for  practice;  the 
reasoning supporting each has been presented in the 
preceding sections.

First,  the  appropriate  modelling  approach  is 
determined by three  properties  of  the  application, 
the security of the governing physics, the quantity 
and character of the available data, and the cost of 
extrapolation failure, and choices made instead on 
the  basis  of  disciplinary  convention  or  software 
availability will  frequently be misaligned with the 
problem (Kasilingam et al., 2024; Lin et al., 2025).

Second,  hybrid  approaches  are  not  uniformly 
superior but superior under specific conditions: they 
dominate  both  mechanistic  and  data-driven 
approaches where the physics is partly known, the 
data  are  sparse  and  extrapolation  is  required, 
because  in  this  region  physical  structure  supplies 
what the data cannot and learning supplies what the 
physics cannot (Gaddem et al., 2024; Meng et al., 
2025;  Nazemzadeh  et  al.,  2026).  The  value  of 
physical knowledge within a hybrid model increases 
with  the  scarcity  of  data  and  with  the  distance 
between the training conditions and the conditions 
of  use;  where  data  are  abundant  and use  remains 
within  the  training  range,  physical  knowledge 
contributes little additional accuracy, though it may 
still contribute interpretability (Xu et al., 2023; Zhu 
et al., 2023).

Third,  standard  held-out  validation  overstates  the 
extrapolation  capability  of  data-driven  and  hybrid 
models,  because  test  sets  typically  assess 
interpolation;  credible  validation  for  engineering 
use  requires  tests  constructed  specifically  to 
represent the conditions of intended use (Li et al., 
2025). Moreover, embedding physics in a training 
objective does not guarantee physical consistency, 
since  physics-informed models  have  characteristic 
failure  modes  and  must  be  checked  against  the 
physical  constraints  they  are  intended  to  satisfy 
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rather  than assumed to  satisfy  them (Basir,  2023; 
Farhani et al., 2025).

Fourth, a model used for engineering decisions must 
quantify its  uncertainty,  and that  uncertainty must 
increase  with  distance  from the data;  models  that 
report uniform confidence across the conditions of 
use are unsuitable for safety-critical decisions (Shi 
et al., 2025; Zou et al., 2024).

Fifth,  in data-scarce engineering environments the 
comparative  advantage  of  physical  knowledge  is 
greatest. Investment in physics-informed and hybrid 
modelling,  combined with data collection directed 
deliberately at the conditions that matter, will yield 
more  reliable  models  than  data-driven  methods 
adopted without adaptation and trained on short or 
unrepresentative  local  records  (Otunla  & 
Ayegboyin, 2026; Xu et al., 2023).

4. ANALYSIS AND DISCUSSION

4.1 Modelling Under Data Scarcity: The African 
Context

The framework has particular force where data are 
scarce,  a  condition  under  which  much  African 
engineering  practice  operates.  Infrastructure  is 
frequently  monitored  sparsely  or  not  at  all;  long 
records  of  loads,  environmental  conditions  and 
system performance  are  uncommon;  test  facilities 
for materials and components are limited, and the 
data they produce are not always archived in forms 
that  support  modelling;  and  meteorological  and 
hydrological  networks  are  thinner  than  in  the 
regions where most machine-learning methods are 
developed.  Each  of  these  conditions  shifts  an 
application  toward  the  data-scarce  end  of  the 
spectrum and, with it, toward approaches that rely 
on physical knowledge.

The  renewable-energy  sector  illustrates  the  point. 
Otunla  and  Ayegboyin  (2026)  develop  a  hybrid 
forecasting  model  for  day-ahead  hourly  solar 
radiation across eight Nigerian locations, combining 
statistical  and  machine-learning  approaches  using 
historical  meteorological  records  spanning  one  to 
two years. The work is of practical value, and it also 
exposes the constraint: a record of this length covers 
only  a  few  seasonal  cycles,  so  any  learned 
component  is  trained  on  a  narrow  sample  of  the 
conditions it will subsequently encounter. In such a 
setting,  the  framework  indicates  that  the  physical 
component of a hybrid model should carry as much 
of  the  predictive  burden  as  possible,  here,  the 
astronomy  of  solar  geometry  and  the  physics  of 

atmospheric  attenuation,  with  the  learned 
component confined to the residual that the physics 
does not capture. Hybrid approaches that combine 
physical models with climate-model ensembles for 
the projection of radiation (Nwokolo et  al.,  2023) 
demonstrate how physical structure can extend the 
reach of limited observations.

Infrastructure  monitoring  presents  a  comparable 
situation. Reviews of physics-informed methods for 
bridges  (Mammeri  et  al.,  2025)  and  for  civil, 
transportation  and  pavement  engineering 
(Daneshvar  et  al.,  2026)  describe  approaches  that 
combine physical models of structural and material 
behaviour with monitoring data, but most of these 
approaches  were  developed  in  settings  where 
monitoring  is  dense.  In  African  settings,  where  a 
bridge  may carry  no  sensors  and  a  road  network 
may possess little systematic condition data, purely 
data-driven  monitoring  is  frequently  not  feasible. 
The framework indicates a preference for physics-
informed  approaches  capable  of  drawing  useful 
inferences  from  sparse  observation,  supported  by 
data  collection  directed  at  the  conditions  most 
relevant to safety rather than at whatever data are 
convenient  to  obtain.  The  subsurface  sector, 
important to Nigeria's oil and gas industry, provides 
a further case: measurements there are sparse, costly 
and  indirect,  and  reviews  of  physics-informed 
machine  learning  for  reservoirs  and  aquifers 
accordingly  embed  flow  and  transport  physics 
within learned models (Sinha & Dindoruk, 2025), 
placing  such  problems  firmly  within  the  region 
where hybrid approaches are expected to dominate.

Two  further  considerations  apply  in  data-scarce 
settings.  The  first  concerns  transfer.  A  model 
trained elsewhere on abundant data may be adapted 
locally through transfer learning (Xu et al., 2023), 
but  its  validity  in  the  new  setting  cannot  be 
assumed:  local  conditions  may  fall  outside  the 
source  training  distribution,  and  the  gap  between 
apparent and genuine generalisation (Li et al., 2025) 
is likely to be widest when a model is transferred 
across  contexts.  The  second  concerns  capability. 
Hybrid modelling requires engineers competent  in 
both  the  physics  and  the  learning,  and  such  dual 
competence  is  scarce  everywhere,  more  so  where 
engineering  education  has  not  yet  integrated 
machine  learning.  The  comparative  advantage  of 
physical  knowledge in  data-scarce settings can be 
realised only by engineers who retain and deepen 
that  knowledge,  rather  than  substituting  for  it 
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imported  tools  whose  limitations  they  are  not 
positioned to assess.

4.2 Implications

For engineering practice, the framework provides a 
structured  basis  for  model  selection.  Before 
adopting  a  method,  the  engineer  should  establish 
how well the governing physics is understood, what 
data  are  available  and  whether  they  cover  the 
conditions  of  intended  use,  and  what  an 
extrapolation  failure  would  cost.  These 
determinations  locate  the  application  within  the 
decision space and indicate which model properties 
are most significant. Where they indicate a hybrid 
approach,  the  engineer  should  identify  which 
aspects  of  behaviour  the  physics  governs  reliably 
and design the  model  so  that  physics  carries  that 
burden  (Gaddem  et  al.,  2024;  Kasilingam  et  al., 
2024).

For  validation  and  regulation,  the  framework 
implies  that  learned  models  used  in  engineering 
decisions  should  be  held  to  validation  standards 
matched  to  their  intended  use  rather  than  to  the 
conventions  of  machine-learning  research.  Such 
models should be tested on conditions constructed 
to assess extrapolation (Li et al., 2025), checked for 
physical consistency rather than assumed to possess 
it  (Basir,  2023),  and  required  to  quantify  their 
uncertainty (Shi et al., 2025). Codes and standards 
bodies  will  need  to  develop  guidance  on  the 
conditions under which learned and hybrid models 
may be used in design and assessment and on the 
evidence required to justify their use.

For  engineering  education,  particularly  in  African 
universities, the comparative advantage of physical 
knowledge  under  data  scarcity  supports  curricula 
that  integrate  machine  learning  with,  rather  than 
substitute it for, the physical sciences, strengthening 
instruction  in  mechanics,  thermodynamics  and 
transport  phenomena  alongside  learning  methods 
and preparing engineers to combine the two (Pan et 
al.,  2025;  Toscano  et  al.,  2025).  The  framework 
further identifies a research agenda. The magnitude 
of  the  gap  between  apparent  and  genuine 
extrapolation  for  engineering  models  in  practice 
remains  to  be  established,  as  do  the  conditions 
under  which  the  physical  component  of  a  hybrid 
model  improves  extrapolation  rather  than  merely 
constraining  interpolation,  the  appropriate 
validation  of  hybrid  models  when  the  physics  is 
only partly known, and the forms of targeted data 
collection  that  yield  the  greatest  improvement  in 

model reliability per unit of cost. The last of these 
would be of particular value to African engineering, 
where resources for data collection are limited and 
must be used to best effect.

5. CONCLUSION AND RECOMMENDATION

The  choice  among  mechanistic,  data-driven  and 
hybrid models is consequential for the reliability of 
designs, the safety of infrastructure and the efficient 
use of limited resources. This paper has argued that 
the  choice  should  be  determined  by  the 
characteristics  of  the  problem  rather  than  by 
convention. Each approach can be characterised by 
its data requirement, its extrapolation behaviour and 
its  interpretability,  and  each  application  can  be 
located by how well its physics is understood, how 
much  data  is  available  and  how  costly  an 
extrapolation  failure  would  be;  the  appropriate 
model is the one whose properties correspond to the 
application's position within this space.

Two conclusions are of particular importance. The 
first  is that validation cannot take a uniform form 
across  approaches:  a  learned model's  performance 
on  held-out  data  provides  little  assurance  about 
conditions  differing  in  kind  from  those  it  was 
trained on, and the presence of physics in a training 
objective does not guarantee physical consistency. 
Credible  use  of  learned  and  hybrid  models  in 
engineering  therefore  requires  validation  designed 
for the intended use and a defensible quantification 
of uncertainty. The second is that data scarcity alters 
the balance of advantage. Where data are scarce, the 
comparative  advantage  of  physical  knowledge  is 
greatest, and hybrid approaches that allow physics 
to  carry  the  predictive  burden  while  learning 
addresses  specific  residual  effects  are  likely  to 
outperform either pure alternative.

For African engineering, these conclusions carry a 
clear implication. The potential of machine learning 
will  not  be  realised  by  adopting  data-driven 
methods  developed  for  data-rich  settings  and 
applying them to short and sparse local records. It 
will be realised by engineers who combine physical 
understanding  with  the  judicious  use  of  learning, 
who collect the data most relevant to their problems 
rather  than  those  most  easily  obtained,  and  who 
validate their  models against  the conditions under 
which those models will actually be used.

6. CONTRIBUTION TO EXISTING 
KNOWLEDGE

The  paper  contributes  a  framework  for  choosing 
among  physics-informed,  data-driven  and  hybrid 
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modelling approaches  in  engineering by matching 
the model to the problem along the properties that 
distinguish engineering models,  and it  argues that 
validation cannot be uniform across approaches.

It gives engineers and researchers, particularly those 
working under data scarcity, a principled basis for 
selecting a modelling approach and an appropriate 
validation  strategy,  rather  than  defaulting  to 
whichever  method  is  currently  in  favour,  and  it 
specifies the conditions under which each approach 
and its validation are warranted.
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